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Terminal-value-v0: recovered quality and expense account
Forty exposure-qualified identities × three repetitions per policy. Frozen selected policies: none.

Quality ranges retain every missing outcome in [0, 1]; they are sensitivity bounds, not confidence intervals. No valid-only means are plotted.
Incomplete accounts show recorded expense only (a lower bound when usage is missing); no incomplete-cost ratio or ranking is calculated.
Package expense adds all calibration cost for learned, quality-only and fixed policies. Shared calibration is counted once in the physical account.
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